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Abstract 

Every enterprise AI deployment runs on an instruction written by the organisation that uses 
it. This instruction, known as a system prompt, controls much of what the AI will and will not 
produce. Whoever has access can change it at any time. This paper asked a simple 
question: do the major frameworks that tell boards how to oversee AI require anyone to 
know about this instruction? We read nine public frameworks in their current versions on 4 
July 2026: guidance from NACD, PwC, Deloitte, McKinsey, EY and Diligent; the Institute of 
Internal Auditors' Artificial Intelligence Auditing Framework; Article 26 of the EU AI Act; and 
NIST AI 600-1. We put three questions to each one. Does the framework require anyone to 
know who wrote the system prompt currently running in production? Does it require anyone 
to know when that prompt was last changed? Does it require anyone to test how the same 
critical question performs under different prompt or model versions? Across all twenty-seven 
answers, not one was yes. Nineteen frameworks had general duties nearby, such as 
keeping an inventory of AI systems or testing models, but none named the system prompt 
specifically. Eight recorded no requirement at all. The phrase "system prompt" did not 
appear in any document we read. The paper records the method, the full document list, the 
evidence, the findings, and the limits of the claim. 

Method 

This study reads only public documents. No surveys, no interviews, and no contact with the 
organisations that published them. 

On 4 July 2026, we searched for the main guidance document that each of nine bodies 
currently offers to boards or audit leaders on AI oversight. Where a body pointed to one 
document as its flagship piece, we followed that signpost. For example, PwC's audit 
committee paper sends readers to its board paper for full-board matters; Deloitte's 2026 
commentary routes directors to its AI Governance Roadmap; and EY's 2026 publications 
cite its February 2026 flagship. So, we used those. Where more than one document was 
clearly in scope, we read each one. 

We retrieved every text from the publisher's own website and read it in full, unless it sat 
behind a login, membership wall, or paywall. Those gated documents are listed in the 
register but were not counted in the findings. We did not rely on third-party summaries. 

https://mkai.org/
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Before recording any absence, we searched the full text of each obtained document for at 
least these terms: system prompt, prompt, instruction, configuration, version, change, 
author, and custom. 

We then ran a second, independent check. We re-retrieved the documents to confirm that 
quoted clauses matched the originals exactly. We also deliberately searched every 
document for any specific requirement that named the system prompt or an organisation-
authored instruction, because finding even one such clause would overturn the main finding. 
This check confirmed twenty-four of twenty-six quoted clauses exactly. Two minor wording 
differences were found in one document, but neither changed any finding. No clause was 
found that overturns the headline. 

The finding applies only to the named documents as they stood on 4 July 2026. It does not 
cover documents we could not access, editions published after that date, or frameworks 
outside the nine we reviewed. We only recorded a clear absence where we had located and 
read the document. For gated documents, we make no claim about what is or is not inside. 

The corpus 

Nine frameworks were reviewed. Twenty coded documents sit beneath them, because 
several bodies publish more than one text that is clearly in scope. The register below names 
each document; the source register that follows records the full publication details, URL, and 
access date for every entry. The access date is 4 July 2026 throughout. 

Framework Documents reviewed Published Text obtained 

NACD Director Essentials: Implementing AI Governance 
(principal); Director Essentials: Digital 
Transformation, AI and Board Governance; 
Technology Leadership in the Boardroom (2024 
Blue Ribbon Commission); Discussion Guide for 
Board Decisions on AI 

2 Sep 2025; 
Sep 2023; 7 
Oct 2024; 16 
Apr 2026 

Full; full; executive 
summary only, full 
report member-
gated; full 

PwC How boards can effectively oversee AI to drive 
value and responsible use (principal); Oversight in 
the AI era: understanding the audit committee's 
role; Using AI in the boardroom 

17 Mar 
2025; 3 Jun 
2025; 4 Nov 
2025 

All full 

Deloitte Strategic governance of AI: A roadmap for the 
future (principal); Artificial intelligence: An 
emerging oversight responsibility for audit 
committees?; Navigating uncertainty: Boardroom 
insights on agile AI governance 

© 2025 
(release date 
not stated); 
17 Jan 2024; 
late 2025 

All full 

McKinsey The AI reckoning: How boards can evolve 
(principal); Four essential questions for boards to 
ask about generative AI; The board's role in 
managing emerging AI risks 

4 Dec 2025, 
since 
updated; 7 
Jul 2023; 27 
May 2026 

Full, except a 
request-only annex 
to the principal 
article 

EY How boards can lead in a world remade by AI 
(principal); An assessment of AI oversight 
effectiveness; 2026 audit committee priorities; The 
EY guide for US audit committees, 2nd edition 

3 Feb 2026; 
2026; Dec 
2025; © 
2026 (date 
not printed) 

All full 

Diligent AI governance: A guide for boards, risk and audit 
leaders (principal); AI insights from the Diligent 
Institute. Four further instruments recorded, gated, 
not coded 

12 Jun 2026; 
19 May 2025 

Both full; the gated 
instruments behind 
registration or 
payment 
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IIA The IIA's Artificial Intelligence Auditing Framework, 
September 2024 update. The four AI Framework 
Supporting Tools questionnaires recorded, 
member-gated, not coded 

13 Sep 2024 Full (public access); 
questionnaires 
member-only 

EU AI Act Regulation (EU) 2024/1689, Article 26, obligations 
of deployers of high-risk AI systems. Original 
Official Journal text, in force unamended at the 
access date 

OJ L, 12 Jul 
2024 

Full article text 

NIST NIST AI 600-1, Artificial Intelligence Risk 
Management Framework: Generative Artificial 
Intelligence Profile 

26 Jul 2024 Full for all operative 
sections; Appendix 
A not extractable 

 

Six of the nine bodies had issued new or updated guidance in the year before 4 July 2026. 
NACD published its AI Governance guide in September 2025 and its AI Discussion Guide in 
April 2026. PwC added its audit committee paper in June 2025 and its boardroom paper in 
November 2025. Deloitte added Navigating Uncertainty in late 2025. McKinsey published 
The AI Reckoning in December 2025 and a board risk interview in May 2026. EY replaced 
its main board guide in February 2026 and updated its audit committee priorities in 
December 2025. Diligent's guide carried a June 2026 date. 

Three documents had not changed: the IIA framework, Article 26 of the EU AI Act, and NIST 
AI 600-1. 

One change was pending. The Digital Omnibus on AI had been adopted by the European 
Parliament on 16 June 2026 and by the Council on 29 June 2026, but it had not yet been 
signed or published in the Official Journal. So the original Article 26 text was still the one in 
force. Reporting also indicated that the start date for high-risk obligations had been moved 
from 2 August 2026 to 2 December 2027, with no change to the wording of Article 26 itself. 

Source register 

NACD (2025). Director Essentials: Implementing AI Governance. With the Data & Trust Alliance. 
Published 2 September 2025. https://www.nacdonline.org/all-governance/governance-
resources/governance-research/director-faqs-and-essentials/implementing-ai-governance/. 
Accessed 4 July 2026. Full text obtained. 

NACD (2023). Director Essentials: Digital Transformation – AI and Board Governance. With the Data 
& Trust Alliance. Published September 2023. 
https://www.nacdonline.org/contentassets/8363cc8217c9484da1314efb0403ff94/de_ai_nacd
_dta_final_92023.pdf. Accessed 4 July 2026. Full text obtained. 

NACD (2024). Technology Leadership in the Boardroom: Driving Trust and Value. Report of the 2024 
Blue Ribbon Commission, published 7 October 2024; public executive summary file dated 
February 2025. https://www.nacdonline.org/globalassets/public-
pdfs/2024_BRC_ExecutiveSummary_022025.pdf. Accessed 4 July 2026. Executive summary 
public; the full report and toolkit are member-gated and were not coded. 

NACD and Internet Security Alliance (2026). Discussion Guide for Board Decisions on AI. Boardroom 
tool within the 2026 Director's Handbook on Cyber-Risk Oversight, 5th edition. Published 16 
April 2026. https://www.nacdonline.org/all-governance/governance-resources/governance-
research/director-handbooks/2026-cyber-risk-oversight/cyber-risk-handbook-toolkit-2026/ai-
discussion-guide/. Accessed 4 July 2026. Full text obtained. 

PwC Governance Insights Center (2025). How boards can effectively oversee AI to drive value and 
responsible use. Published 17 March 2025; no version number stated. 
https://www.pwc.com/us/en/services/governance-insights-center/library/assets/pwc-2025-
board-oversight-ai.pdf. Accessed 4 July 2026. Full text obtained. 

PwC Governance Insights Center (2025). Oversight in the AI era: understanding the audit committee's 
role. Published 3 June 2025. https://www.pwc.com/us/en/services/governance-insights-
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center/library/assets/pwc-gic-ai-for-audit-committees.pdf. Accessed 4 July 2026. Full text 
obtained. 

PwC Governance Insights Center (2025). Using AI in the boardroom – new opportunities and 
challenges. Published 4 November 2025. https://www.pwc.com/us/en/services/governance-
insights-center/library/assets/pwc-ai-and-board-governance.pdf. Accessed 4 July 2026. Full 
text obtained. 

Deloitte Center for Board Effectiveness (2025). Strategic governance of AI: A roadmap for the future. 
Copyright 2025; exact release date not stated on the document; republished on the Harvard 
Law School Forum on Corporate Governance on 24 April 2025. 
https://www.deloitte.com/content/dam/assets-zone3/us/en/docs/services/consulting/2024/ai-
governance-roadmap-accessible.pdf. Accessed 4 July 2026. Full text obtained. 

Deloitte Center for Board Effectiveness (2024). Artificial intelligence: An emerging oversight 
responsibility for audit committees? As published in NACD's 2024 Governance Outlook; page 
dated 17 January 2024. https://www.deloitte.com/us/en/programs/center-for-board-
effectiveness/articles/artificial-intelligence-an-emerging-oversight-responsibility-for-audit-
committees.html. Accessed 4 July 2026. Full text obtained. 

Deloitte Center for Board Effectiveness (2025). Navigating uncertainty: Boardroom insights on agile AI 
governance. Copyright 2025; interviews conducted June to August 2025. 
https://www.deloitte.com/content/dam/assets-zone3/us/en/docs/programs/2025/boardroom-
insights-on-agile-ai-governance-cbe.pdf. Accessed 4 July 2026. Full text obtained. 

McKinsey & Company (2025). The AI reckoning: How boards can evolve. Published 4 December 
2025; the article page has since been updated with an interactive exhibit, update undated; a 
per-archetype annex is available on request only and was not reviewed. 
https://www.mckinsey.com/capabilities/mckinsey-technology/our-insights/the-ai-reckoning-
how-boards-can-evolve. Accessed 4 July 2026. Full retrievable text obtained. 

McKinsey & Company (2023). Four essential questions for boards to ask about generative AI. 
Published 7 July 2023. https://www.mckinsey.com/capabilities/quantumblack/our-
insights/four-essential-questions-for-boards-to-ask-about-generative-ai. Accessed 4 July 
2026. Full text obtained. 

McKinsey & Company (2026). The board's role in managing emerging AI risks. Panel interview 
published 27 May 2026; panellists' comments carry McKinsey's disclaimer that they do not 
represent the firm's positions. https://www.mckinsey.com/capabilities/mckinsey-
technology/overview/cybersecurity/the-boards-role-in-managing-emerging-ai-risks. Accessed 
4 July 2026. Full text obtained. 

EY Center for Board Matters (2026). How boards can lead in a world remade by AI. Published 3 
February 2026. https://www.ey.com/en_us/board-matters/board-oversight-of-ai. Accessed 4 
July 2026. Full text obtained. 

EY Center for Board Matters (2026). An assessment of AI oversight effectiveness. Companion tool to 
the February 2026 flagship; US SCORE no. 30214-261US_2. 
https://www.ey.com/content/dam/ey-unified-site/ey-com/en-us/campaigns/board-
matters/documents/ey-cbm-how-boards-can-lead-in-a-world-remade-by-ai-2.pdf. Accessed 4 
July 2026. Full text obtained. 

EY Center for Board Matters (2025). 2026 audit committee priorities: navigating complexity and 
change. Published December 2025; US SCORE no. 29342-251US. 
https://www.ey.com/content/dam/ey-unified-site/ey-com/en-us/campaigns/board-
matters/documents/ey-cbm-2026-audit-committee-priorities-final.pdf. Accessed 4 July 2026. 
Full text obtained. 

EY Center for Board Matters (2026). The EY guide for US audit committees: Foundations for strong 
governance, 2nd edition. Copyright 2026; publication date not printed in the document. 
https://www.ey.com/content/dam/ey-unified-site/ey-com/en-us/campaigns/board-
matters/documents/ey-cbm-the-ey-guide-for-us-audit-committees-v2.pdf. Accessed 4 July 
2026. Full text obtained. 
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Diligent (2026). AI governance: A guide for boards, risk and audit leaders. Page dated 12 June 2026. 
https://www.diligent.com/resources/blog/ai-governance. Accessed 4 July 2026. Full text 
obtained. 

Diligent Institute (2025). AI insights from the Diligent Institute. Dated 19 May 2025; states it is updated 
quarterly. https://www.diligent.com/resources/blog/ai-insights-from-the-diligent-institute. 
Accessed 4 July 2026. Full text obtained. 

Diligent, gated instruments, recorded and not coded: 2026 What Directors Think (27 January 2026, 
registration-gated); AI self-assessment template (7 April 2026, registration-gated); AI in 
governance readiness assessment (9 April 2026, registration-gated); AI Ethics & Board 
Oversight Certification (2023, paywalled). Accessed 4 July 2026 at landing pages only. 

The Institute of Internal Auditors (2024). The IIA's Artificial Intelligence Auditing Framework. 
September 2024 update, superseding the 2017 first version; published 13 September 2024; 
public access. https://www.theiia.org/globalassets/site/content/tools/professional/aiframework-
sept-2024-update2.pdf. Accessed 4 July 2026. Full text obtained. The four AI Framework 
Supporting Tools questionnaires, including a Board AI Governance Questionnaire, are 
member-gated and were not coded: https://www.theiia.org/en/content/artificial-
intelligence/tools/framework-supporting/. 

European Union (2024). Regulation (EU) 2024/1689 (Artificial Intelligence Act), Article 26. Official 
Journal L series, 12 July 2024; original text, in force unamended at the access date. Full 
article text obtained via the European Commission's AI Act Service Desk, https://ai-act-
service-desk.ec.europa.eu/en/ai-act/article-26, after EUR-Lex full-text retrieval failed; wording 
matched against two independent reproductions. ELI: https://eur-
lex.europa.eu/eli/reg/2024/1689/oj/eng. Accessed 4 July 2026. 

NIST (2024). Artificial Intelligence Risk Management Framework: Generative Artificial Intelligence 
Profile (NIST AI 600-1). Published 26 July 2024; no revised edition as of the access date. 
https://nvlpubs.nist.gov/nistpubs/ai/NIST.AI.600-1.pdf; DOI 10.6028/NIST.AI.600-1. Accessed 
4 July 2026. Full text obtained for Sections 1 to 3, covering every suggested action; Appendix 
A (pages 47 to 53) could not be extracted by the permitted retrieval route. 

The coding scheme 

We asked every framework three questions: 

1. Does it require anyone to know who wrote the system prompt currently running in 
production? 

2. Does it require anyone to know when that prompt was last changed? 

3. Does it require anyone to test how the same critical question performs under different 
prompt or model versions? 

We recorded one of four answers for each question: 

• Yes: The framework has a specific requirement that names the system prompt or the 
operative instruction, with the exact clause noted. 

• Adjacent: The framework has a general requirement that touches on the area, such 
as keeping an inventory of AI systems or managing changes to them, but it does not 
name the system prompt or the operative instruction specifically. The exact clause is 
still noted. 

• No requirement found: The document was located and read, and nothing on this 
point was found. 

• Documentation not located: The document could not be obtained. 

We used "Adjacent" to be honest about how close a framework came to answering the 
question without actually doing so. A framework that asks for an inventory of AI systems or 
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change management over them has come near the question, but it has not asked anyone to 
know about the system prompt specifically. We recorded this proximity rather than treating it 
as the specific requirement we were testing. 

The word "requirement" means different things for different documents in the corpus. Article 
26 of the EU AI Act is binding law aimed at deployers, so "requirement" carries its ordinary 
legal meaning there. The other eight frameworks are voluntary guidance, so for them a 
"requirement" means an explicit recommended duty, action, or question addressed to the 
board or the audit function. Where a body had several documents in scope, we recorded the 
strongest answer found in any of them. 

The evidence matrix 

The matrix reports one value per framework per question. The notes that follow quote the 
operative clause behind every populated cell. 

Framework Q1. Who authored the 
system prompt in 
production 

Q2. When it was last 
changed 

Q3. Same query across 
prompt or model versions 

NACD Adjacent. AI inventory and 
mapping duties 
(Implementing AI 
Governance, ‘AI Risks’; 
2023 Essentials, checklist 
item 1). 

No requirement found. All 
four public texts; the gated 
Blue Ribbon Commission 
full report excluded. 

Adjacent. Periodic 
algorithmic audits and 
testing questions (2023 
Essentials §4; AI 
Discussion Guide). 

PwC Adjacent. Inventory of AI 
uses (board paper, section 
3). 

No requirement found. All 
three papers. 

Adjacent. Model testing 
and validation questions 
(audit committee paper, p. 
3). 

Deloitte Adjacent. AI inventory 
question (Roadmap, p. 5). 

No requirement found. All 
three texts. 

Adjacent. Operational 
accuracy monitoring 
(Roadmap, p. 12). 

McKinsey No requirement found. 
Three documents reviewed; 
request-only annex 
unretrieved. 

No requirement found. Adjacent. Probing 
resilience, observability, 
explainability (The AI 
reckoning, ‘Internal 
transformers’). 

EY Adjacent. Board-
appropriate summary of AI 
use (flagship, barriers 
table). 

No requirement found. All 
four texts. 

Adjacent. Testing for 
unintended behaviours; 
independent model 
validation (flagship, ch. 1; 
2026 AC priorities, p. 5). 

Diligent Adjacent. Ownership and 
inventory duties (guide, 
policy template item 5; 
FAQ). 

Adjacent. Review 
cadences and drift detection 
(guide, ‘Continuous 
improvement’; metrics). 

Adjacent. Control design 
and testing for high-risk AI 
(guide, three lines of 
defence). 

IIA Adjacent. AI inventory 
naming who uses, manages 
and oversees (framework, 
p. 8). 

Adjacent. Change 
management within 
internal-control coverage of 
AI (p. 13). 

Adjacent. Point-in-time and 
ongoing testing duties (p. 
17). 

EU AI Act, Art. 
26 

No requirement found. 
Art. 26(1) to 26(12) 
reviewed. 

Adjacent. Retention of 
automatically generated 
logs (Art. 26(6)). 

Adjacent. Duty to monitor 
operation on the basis of 
the instructions for use (Art. 
26(5)). 
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NIST AI 600-1 No requirement found. All 
suggested actions reviewed 
(GV, MP, MS, MG). 

Adjacent. Version control 
across the AI lifecycle; 
model versions in 
inventories (MS-2.8-003; 
GV-1.6-003). 

Adjacent. Baseline against 
adapted model comparison; 
re-evaluation after fine-
tuning (MG-3.2-002; MG-
3.1-003). 

Notes to the matrix 

NACD. The 2025 Essentials asks for a “Comprehensive AI inventory maintained, with data 
access mapping and governance controls, including AI features activated on existing 
platforms” (‘AI Risks’, green flags), and the 2023 Essentials opens its board checklist with 
“Determine to what degree the company currently engages with AI throughout the business” 
(§5, item 1). On testing, the 2023 text cites “periodic algorithmic audits to certify that the 
model remains safe” (§4), and the 2026 Discussion Guide asks “Are our AI systems 
hardened against cyber attacks, such as prompt injections, data poisoning, and 
‘jailbreaking’…? How is the system tested, certified, and continuously monitored?” Nothing in 
the four public texts reaches instruction authorship, change timing, or version comparison; 
the word prompt appears as prompt injection (2023, §3.iv; 2026 guide), as prompt 
engineering, and as an IP-leakage channel (2025). 

PwC. The board paper states that “An AI risk management approach starts with having a 
reliable and accurate inventory of AI uses in the organization” (section 3), and the audit 
committee paper asks “How are you testing AI models for accuracy, completeness, 
reliability, data bias and other risks prior to deployment? How are humans in the loop to 
validate outcomes? What is the plan for ongoing monitoring?” (p. 3). The November 2025 
boardroom paper is the corpus's closest approach to prompts as governed records, and its 
object is the directors' own typed queries: “AI use and prompts by directors should be 
reviewed by management and aligned with the appropriate record retention policy” (p. 8). No 
PwC text reaches the deployment's standing instruction. 

Deloitte. The Roadmap asks “Does management have a current ‘inventory’ of how machine 
learning AI and Generative AI are being used in the company?” (p. 5), assigns committees 
“Understanding approval of use cases to production” (pp. 9 to 10), and directs boards to 
“Monitor key operational metrics to evaluate efficiency and effectiveness” with accuracy 
measures for third-party implementations (p. 12). The words prompt, instruction, and version 
do not occur in either coded Deloitte text. 

McKinsey. The principal article's strongest verification duty is general: “Boards will need to 
be particularly diligent in probing resilience, observability, and explainability to certify that 
systems are stable, trackable, and quickly corrected as needed” (‘Internal transformers’). 
The 2023 piece asks that “AI activities within the company are continually reviewed, 
measured, and audited”. No retrievable McKinsey text contains prompt, instruction, or 
version in a governed sense; the per-archetype annex is available on request only and was 
not reviewed. 

EY. The flagship asks boards to “Ask management to maintain a board-appropriate 
summary and get regular updates from different areas of the business on how AI is being 
used” (barriers table) and to “Ensure that the company uses robust testing to catch 
unintended behaviors or consequences of AI before they scale” (ch. 1). The 2026 audit 
committee priorities list, which EY's footnote 2 adapts from the Internal Audit Foundation's 
2026 Risk in Focus, includes “Track all AI use cases and provide timely and relevant 
assurance” and “Implement independent validation processes to enable AI models to 
function as intended” (p. 5). All of it is pitched at the use case and the model; none of it 
names an instruction. 

Diligent. The guide's policy template assigns “Roles and responsibilities: Who owns 
governance, model standards, legal and risk review, plus user reporting” (item 5); its 
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continuous improvement section sets “annual policy reviews, semi-annual risk-appetite 
reviews and at least quarterly refreshes of the AI inventory for high-risk systems”; its metrics 
ask “How fast does the program catch a new use case, a drift event or a regulatory 
change?”; and its second line of defence “designs and tests controls for high-risk AI”. The 
word prompt does not occur on the page. Four further Diligent instruments sit behind 
registration or payment and carry no coding. 

IIA. The framework requires that “The inventory should include other key aspects such as 
the goal or objective of the AI, who uses it, who manages it, the specific AI tools in use, risk 
considerations, and who oversees it” (p. 8), lists “Change management” among the internal-
control areas bearing on AI (p. 13), and sets “Testing requirements – at a point in time, how 
to validate the AI or algorithm is performing as designed and what changes are required” 
alongside an ongoing-testing companion duty (p. 17). Its single use of the word prompt is a 
control example: “Security event logging of both prompts and responses” (p. 10). The 
framework contemplates recording what users type into the AI system and does not 
contemplate the standing instruction above those exchanges. 

EU AI Act, Article 26. Deployers “shall take appropriate technical and organisational 
measures to ensure they use such systems in accordance with the instructions for use 
accompanying the systems” (Art. 26(1)), “shall monitor the operation of the high-risk AI 
system on the basis of the instructions for use” (Art. 26(5)), and “shall keep the logs 
automatically generated by that high-risk AI system… for a period appropriate to the 
intended purpose… of at least six months” (Art. 26(6)). Article 3(15) defines instructions for 
use as “the information provided by the provider to inform the deployer of, in particular, an AI 
system's intended purpose and proper use”, so every instruction Article 26 names is 
provider-authored. The deployer's own instruction to the AI system appears nowhere in the 
article, and the words prompt, version, and change do not occur in it. 

NIST AI 600-1. The profile's nearest actions to question two are generic: “Robust version 
control systems can also be applied to track changes across the AI lifecycle over time” (MS-
2.8-003) and inventory entries covering “Underlying foundation models, versions of 
underlying models, and access modes” (GV-1.6-003). Its nearest action to question three 
compares model weights: “Access to un-tuned (baseline) models supports debugging the 
relative influence of the pre-trained weights compared to the fine-tuned model weights or 
other system updates” (MG-3.2-002). The document requires documentation of “the 
instructions given to data annotators or AI red-teamers” (MS-2.8-002) and acceptable-use 
policies naming “the kinds of queries GAI applications should refuse to respond to” (GV-3.2-
003), and its model-documentation checklist (MS-2.9-002) enumerates twelve items without 
listing the system prompt. The phrase system prompt occurs nowhere in the extracted text, 
and the word regression occurs zero times. 

Findings 

No reviewed document places a specific requirement on any governing body, deployer, or 
audit function to know who authored the system prompt operating in production, when it was 
last changed, or how the same critical query performs under different prompt or model 
versions. Across nine frameworks and three questions, the value Yes appears in none of the 
twenty-seven cells. 

Under question one, six frameworks carry an adjacent general requirement, in every case an 
inventory, ownership, or accountability duty pitched at the level of the AI system or the use 
case: NACD, PwC, Deloitte, EY, Diligent, and the IIA. Three carry no located requirement at 
all: McKinsey, Article 26, and NIST AI 600-1. Under question two, four frameworks carry an 
adjacent requirement, through Diligent's review cadences and drift metric, the IIA's change-
management coverage, Article 26's log retention, and NIST's version-control and inventory 
actions, while five carry nothing: NACD, PwC, Deloitte, McKinsey, and EY. Under question 
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three, all nine frameworks carry an adjacent requirement and none carries more, because 
every document asks for testing, validation, or monitoring in general and no document asks 
how the same query performs across prompt or model versions. 

No framework runs against the expected finding. A single specific requirement located 
anywhere in the corpus would have carried the result, and the falsification pass hunted for 
exactly that clause. The nearest approaches each stop short: NIST AI 600-1 documents the 
instructions given to human annotators and red-teamers rather than the instruction given to 
the model, the IIA logs prompts as security telemetry, PwC retains directors' prompts as 
board records, and Article 26 binds deployers to instructions authored by the provider. Each 
touches the neighbourhood of the operative instruction without naming it, and none requires 
anyone to know its author, its change history, or its behaviour across versions. 

One lexical result sits beneath the matrix. The phrase system prompt appears nowhere in 
any located document in the corpus. Where the word prompt appears at all, it names an 
attack (prompt injection, in four documents), a skill (prompt engineering), telemetry (the IIA's 
logging example), a testing input (NIST's counterfactual and red-team prompts), or the 
directors' own typed queries as retained records (PwC). The instruction that stands above 
every one of those prompts goes unnamed. 

Limitations 

The first limit concerns gated texts. The full report of NACD's 2024 Blue Ribbon 
Commission, four Diligent instruments, the IIA's four supporting questionnaires, and the 
request-only annex to McKinsey's principal article could not be read, and the absence 
findings do not cover them. The IIA's gated questionnaires are the most consequential of 
these gaps, because a member-only Board AI Governance Questionnaire is precisely where 
a specific requirement could sit unobserved. 

The second limit concerns retrieval. Appendix A of NIST AI 600-1 resisted extraction by the 
permitted route; the appendix contains none of the document's suggested actions, and no 
external trace ties the phrase system prompt to it, but its prose was not read verbatim. EUR-
Lex full-text pages could not be retrieved, so the Article 26 text was taken from the European 
Commission's AI Act Service Desk, which states that it reproduces the Official Journal 
version, and was matched against two independent reproductions. The agreed omnibus text 
PE789.081 was not itself fetched, so the statement that Article 26's wording stands 
unamended rests on the procedure file and secondary reporting. 

The third limit concerns judgement at the margin. The line between Adjacent and No 
requirement found involves judgement, and a different coder could move individual cells 
across it. The matrix quotes the operative clause for every populated cell so that a reader 
can re-code without repeating the retrieval. One coder applied the scheme, with an 
independent verification pass on quotations and a falsification pass on the headline; no inter-
rater statistic exists. 

The fourth limit concerns time. Six of the nine bodies replaced or extended their guidance 
within thirteen months of the access date, and the corpus will move again. The register fixes 
what each document said on 4 July 2026, and the finding is a dated record rather than a 
standing property of the field. 


