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Abstract

Enterprise Al deployments put a governance layer between the model and the person using it. This study examines
public administration, role-based access, and compliance documentation for seven major deployments to test whether
any documented role-based mechanism permits a designated senior user to suppress, bypass, or elevate that layer for an
individual high-stakes query. The absolute claim tested was that no such mechanism exists, and that a chief executive
has no documented rank-based route to different governed output from the rest of the organisation, including an intern
placed in the same scope. The public record requires a narrower finding. Microsoft and Amazon Web Services
document mechanisms that can remove part of the governance layer at the moment of use. Microsoft allows an
administrator-designated Entra group to switch off harmful content protection for the duration of a Copilot Chat
conversation. Amazon Bedrock guardrails apply only where a request or policy attaches them, with a documented
input-side bypass even under enforcement. Neither mechanism recognises executive rank. Among the six deployments
whose data-compliance controls sit outside the individual request, the documents identify no query-time exception.
Where variation exists, it is provisioned in advance through group, identity, function, policy, or scope. Rank has no
documented effect at the prompt.

Keywords: enterprise Al; Al governance; role-based access control; acceptable-use policies; data-loss prevention;
organisational judgement
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Method

This documentary study uses public records. The corpus covers seven enterprise Al deployments, fixed in
advance: Microsoft 365 Copilot, Gemini for Google Workspace, OpenAl ChatGPT Enterprise, Anthropic Claude
for Work, Amazon Bedrock with Amazon Bedrock Guardrails, Salesforce Einstein generative Al with Agentforce,
and Glean. For each vendor, the study sought four document types: administration and role-based access
documentation, data-loss prevention and compliance control settings, published guidance on configuring model
behaviour or content protection, and acceptable-use policy materials together with enterprise terms. The appendix
records the URL, document type, access date, and status of each source in the register. The coding is limited to
those documents.

One fixed coding question was applied to every vendor, with no variation in wording or standard between
vendors. Twelve main citations were re-fetched in an independent verification pass on 4 July 2026 and confirmed
against their source pages. The study relies on public records alone. Vendors were not contacted, and the paper
draws nothing from marketing language or from silence.

Corpus and sources

The register contains seventy-four public vendor documentation and legal entries across the seven vendors. All
seventy-four were assessed in full or in the relevant sections. The sources are vendor documentation and legal
domains operated by Microsoft, Google, OpenAl, Anthropic, Amazon Web Services, Salesforce, and Glean:
learn.microsoft.com and microsoft.com; support.google.com, workspace.google.com, and policies.google.com;
help.openai.com and openai.com; support.claude.com and anthropic.com; docs.aws.amazon.com and
aws.amazon.com; help.salesforce.com, developer.salesforce.com, trailhead.salesforce.com, and the Salesforce legal
repository; docs.glean.com and glean.com.

The documents cover administration and role-based access, data-loss prevention and compliance controls,
model-behaviour and content-protection settings, acceptable-use policies, and enterprise terms. For Google, the
reviewed documents did not locate a setting that allows administrators to configure Gemini safety filtering. The
located safety document describes filtering without offering an administrator configuration setting.

Coding scheme

The coding question, applied once per vendor, was this: does any documented role-based mechanism permit a
designated senior role to suppress, bypass, or elevate the governance and compliance layer for an individual high-
stakes query? Three values were permitted: yes, with the located clause or setting cited; mechanism not found in the
documents reviewed; or documentation not located.

The governance and compliance layer means the controls a deployment places between the model and its user:
content protection and safety filtering, data-loss prevention and related compliance policy, and organisation-
imposed behavioural instructions. A role-based mechanism means a permission, policy, group membership, or
identity condition, documented by the vendor, that varies what those controls do according to who is asking. Query-
time means operable at or during an individual interaction, as distinct from advance reconfiguration of a tenant.
Only a located clause, setting, or configuration counted as evidence. An absence was recorded only where the
relevant documents for that vendor were located and assessed. Where they were not located, the affected count did
not include that vendor.
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Indicator matrix

Table 1. Documentation assessed, by vendor and document type.

Admin and DLP and Behaviour

U RBAC compliance configuration Pl I s
Microsoft 365 Copilot Read Read Read Read
Gemini for Google Workspace Read Read Read Read
OpenAl ChatGPT Enterprise Read Read Read Read
Anthropic Claude for Work Read Read Read Read
Amazon Bedrock with Guardrails | Read Read Read Read
Salesfore Finstin and Read Read Read Read
Glean Read Read Read Read

Table 2. Coding outcome under the fixed question.

Vendor Coded value Documented mechanism and citation

“Adjust responsible Al protections for Microsoft 365 Copilot” policy: members of an administrator-
designated Entra security group “can set the toggle to off to disable harmful content protection for the
duration of the conversation” (learn.microsoft.com, harmful content protection settings for Copilot Chat,
accessed 4 July 2026).

Microsoft 365 Copilot Yes

Admin on/off and feature scoping by organisational unit or configuration group only; the Prohibited Use
Policy bars “Circumvention of abuse protections or safety filters”
(support.google.com/a/answer/14571493; policies.google.com, accessed 4 July 2026).

Mechanism not found in documents

Gemini for Google Workspace reviewed

Workspace-level settings controlled by owner and admin roles; the sole moderation control is additive;
Services Agreement s.3.3(h) bars bypassing “protective measures or safety mitigations” (help.openai.com
article 8411955; openai.com/policies/services-agreement, accessed 4 July 2026).

Mechanism not found in documents

OpenAl ChatGPT Enterprise reviewed

“Organization preferences can’t disable Claude’s built-in safety guidelines or content policies”; the Usage

Mechanism not found in documents Policy’s Universal Usage Standards “apply to all users and use cases” (support.claude.com article

Anthropic Claude for Work

reviewed 14546867; anthropic.com/legal/aup, accessed 4 July 2026).
“If a guardrail is used, it will evaluate the input prompts and the FM completions against the defined
Amazon Bedrock with Yes filters”; enforcement is opt-in via the bedrock:Guardrailldentifier condition key; “a user can bypass
Guardrails applying a guardrail in their prompt by using guardrail input tags” (docs.aws.amazon.com, guardrails and
guardrails-permissions-id pages, accessed 4 July 2026).
Trust Layer setup settings “are applied to your Salesforce org”; Agentforce respects Salesforce access
Salesforce Einstein and Mechanism not found in documents controls; response toxicity detection is enabled by default and cannot be changed; prompt toxicity
Agentforce reviewed detection is an org-level setting (help.salesforce.com, Set up Einstein Trust Layer; Trust and Agentforce;
Toxicity Detection; accessed 4 and 8 July 2026).
Glean Mechanism not found in documents Policies and instructions apply instance-wide; custom instructions “go into effect immediately for all
reviewed Glean users” (docs.glean.com, custom instructions and Al security policies, accessed 4 July 2026).
Findings

All seven vendors were coded under the fixed question. Two of the seven document mechanisms that operate at
the moment of use against part of the governance layer, and the remaining five document no such mechanism in the
pages assessed. The initial expectation was zero of seven. Microsoft and Amazon Web Services changed the result,
and their mechanisms require separate treatment.

Microsoft 365 Copilot contains the only user-invocable switch in the corpus. A Microsoft 365 Apps
administrator creates a policy configuration named Adjust responsible Al protections for Microsoft 365 Copilot and
attaches it to a security group in Microsoft Entra ID. Only members of that group see a toggle in Copilot Chat and
“can set the toggle to off to disable harmful content protection for the duration of the conversation”. The toggle
cannot be switched back on until a new conversation starts, and it governs text responses only. The surrounding
architecture remains in place: “core responsible Al protections, such as prompt injection defense, copyright
safeguards, biosecurity, and image protections are always enforced and can’t be disabled”, and Microsoft Purview
data-loss policies continue to apply. The documentation frames eligibility by function, naming “investigation, law
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enforcement, legal review, or social work scenarios”. Seniority appears nowhere on the page. The lever is real, and
an administrator placed it before the conversation began.

Amazon Bedrock structures its governance layer as an optional attachment. A guardrail evaluates content only
where a request or a policy references it: “if a guardrail is used, it will evaluate the input prompts and the FM
completions against the defined filters”. Enforcement is opt-in. An administrator can write the
bedrock:Guardrailldentifier condition key into an identity policy to “deny any inference API request that doesn’t
include the guardrail configured in your IAM policy”. Account-level and organisation-level enforcements can bind
every invocation in an account, with the most restrictive control taking precedence and with documented carve-outs
per model. The documentation provides model-level carve-outs, rather than person-level carve-outs. Outside an
enforcing policy, a principal with invoke permission reaches the model with no guardrail at all. The default state is
outside enforcement. The documentation records one additional gap under enforcement itself: “a user can bypass
applying a guardrail in their prompt by using guardrail input tags. However, the guardrail is always applied on the
response.” The operative unit throughout is the IAM principal, an identity that can belong to a person, a team, or an
application. These pages do not mention seniority.

Salesforce remains a negative case. The Help pages locate control in org-level Trust Layer setup, agent
permissions, standard Salesforce access controls, agent instructions, feature settings, and audit records. Agents that
interact with logged-in users run in that user’s context. Agents that interact with unauthenticated users operate
through an agent user whose permissions determine what it can access. Trust Layer setup settings are applied to the
Salesforce org. Data masking for LLMs is disabled for agents as a feature condition. Response toxicity detection is
enabled by default and cannot be changed. Prompt toxicity detection is configurable for the org. These pages do not
document seniority as a basis for varying controls, or supply a query-time exception keyed to rank.

Across the narrower questions, the counts are precise. The documents identify no mechanism keyed to seniority
or executive rank across the seven vendors. Among the six deployments whose data-compliance controls sit outside
the individual request, the documents identify no query-time exception to those controls. Purview policies,
Workspace data-protection rules, Trust Layer masking, and their equivalents apply as configured to everyone in
scope. Amazon Bedrock is counted apart on that question because its sensitive-information filtering exists only
inside an attached guardrail. An unattached invocation therefore carries no compliance filter from which anyone
could be excepted.

The original claim therefore needs narrowing. Within any configured scope, the public documents do not show a
chief executive receiving different governed output from the rest of the organisation by virtue of rank; that includes
an intern placed in the same scope. The corpus documents no lever that executive rank can pull at the prompt. Both
documented mechanisms are administrative provisions. One is a group membership assigned before any
conversation starts. The other is an identity policy whose author decided in advance which principals face
enforcement. An organisation can place its chief executive inside either mechanism. The public documents do not
treat executive rank as a recognised condition.

Limitations

Every claim is limited to the documents assessed on 4 and 8 July 2026 at the URLSs in the register. Published
documentation may differ from product behaviour, and a mechanism absent from the pages assessed may exist
undocumented, or documented somewhere these searches did not reach. The finding of absence is a finding about
the public record on those dates.

The study uses legal terms and acceptable-use policies only where they bear on the fixed override question. The
companion paper will place greater weight on those same materials when it examines contractual allocation of
responsibility.

The coding question treats the governance and compliance layer as one object. In practice, the documents
separate safety controls from compliance controls. Two vendors allow designated roles, groups, or identity policies
to vary safety controls. The documents identify no query-time exception to compliance controls. A reader who
weighs those elements differently may count differently.
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The main coding line runs between advance configuration and query-time override. A standing group
membership elevates every future conversation before it starts, and a principal outside enforcement invokes
ungoverned every time. A preconfigured exemption records an earlier administrative decision; the documents show
no discretion exercised during the query itself.

Connection to the wider argument

This study supports a narrower part of the wider argument: enterprise Al administration makes rank illegible at
the point of use. The administrative models described in these documents contain administrators, groups, principals,
policies, and scopes. They do not contain executive rank as an object. A chief executive seeking a different answer
to one high-stakes question has no documented lever at the prompt. The route runs through an administrator, before
the question exists, as configuration. Authority to vary the governance layer belongs to whoever writes policy, and
it acts in advance or it does not act.

If senior judgement survives inside this architecture, it survives as a provisioning request filed with the people
who administer the tenant, expressed in terms the administrative model recognises. The documents show a
judgement already converted into configuration, with no documented mechanism for revisiting it at the prompt.

Closing note

A companion study, The Liability Transfer, follows as a separate brief and inherits the register in the appendix
without re-gathering. Its material is the acceptable-use policies and enterprise terms listed as document type D. This
paper establishes that senior users have no documented lever keyed to rank over the governance layer.
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Appendix: corpus register

Documents were assessed on 4 July 2026 unless the status column records otherwise. Five Salesforce Help documents were assessed on 8 July 2026. Status values:
Read; Read (relevant sections). Document types: A, administration and role-based access. B, data-loss prevention and compliance controls. C, model behaviour and

content protection configuration. D, acceptable-use policy and enterprise terms, the document set for The Liability Transfer.

Microsoft (Microsoft 365 Copilot)

Type Document Status

A Manage Microsoft 365 Copilot scenarios in the Microsoft 365 admin center Read
https://learn.microsoft.com/en-us/microsoft-365/copilot/microsoft-365-copilot-page

B Learn about using Microsoft Purview Data Loss Prevention to protect interactions with Microsoft 365 Copilot and Copilot Chat Read
https://learn.microsoft.com/en-us/purview/dlp-microsoft365-copilot-location-learn-about

B Microsoft Purview data security and compliance protections for generative Al apps Read
https://learn.microsoft.com/en-us/purview/ai-microsoft-purview e

c Manage harmful content protection settings for Microsoft 365 Copilot Chat Read
https://learn.microsoft.com/en-us/microsoft-365/copilot/harmful-content-protection-copilot-chat

D Microsoft Product Terms, Universal License Terms for Online Services Read (relevant sections)
https://www.microsoft.com/licensing/terms/product/ForOnlineServices/all cad (refevant sections

D Microsoft Enterprise AI Services Code of Conduct (v4.0, 1 May 2026) Read
https://learn.microsoft.com/en-us/legal/ai-code-of-conduct ¢

Google (Gemini for Google Workspace)

Type Document Status

A Turn the Gemini App on or off Read
https://support.google.com/a/answer/14571493

A Manage access to Gemini features in Workspace services Read
https://support.google.com/a/answer/15698295 e

A Administrator privilege definitions Read
https://support.google.com/a/answer/1219251

B Generative Al in Google Workspace Privacy Hub Read
https://support.google.com/a/answer/15706919

B Enterprise security controls for Google Workspace with Gemini (vendor blog, 16 July 2025) Read
https://workspace.google.com/blog/ai-and-machine-learning/enterprise-security-controls-google-workspace-gemini e

c How Google Workspace with Gemini helps protect users from malicious content and prompt injection Read
https://support.google.com/workspace-studio/answer/16204578

D Google Cloud Acceptable Use Policy, applies to Workspace (last modified 13 October 2025) Read
https://workspace.google.com/terms/use_policy/ ca

D Generative AI Prohibited Use Policy (last modified 17 December 2024) Read
https://policies.google.com/terms/generative-ai/use-policy e

D Google Workspace Service Specific Terms, section 12, Workspace Generative Al Services (last modified 5 February 2026) Read
https://workspace.google.com/terms/service-terms/
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https://learn.microsoft.com/en-us/microsoft-365/copilot/microsoft-365-copilot-page
https://learn.microsoft.com/en-us/purview/dlp-microsoft365-copilot-location-learn-about
https://learn.microsoft.com/en-us/purview/ai-microsoft-purview
https://learn.microsoft.com/en-us/microsoft-365/copilot/harmful-content-protection-copilot-chat
https://www.microsoft.com/licensing/terms/product/ForOnlineServices/all
https://learn.microsoft.com/en-us/legal/ai-code-of-conduct
https://support.google.com/a/answer/14571493
https://support.google.com/a/answer/15698295
https://support.google.com/a/answer/1219251
https://support.google.com/a/answer/15706919
https://workspace.google.com/blog/ai-and-machine-learning/enterprise-security-controls-google-workspace-gemini
https://support.google.com/workspace-studio/answer/16204578
https://workspace.google.com/terms/use_policy/
https://policies.google.com/terms/generative-ai/use-policy
https://workspace.google.com/terms/service-terms/

OpenAl (ChatGPT Enterprise)

Type Document Status

A What is the difference between different roles on my ChatGPT Enterprise and Edu workspace? Read
https://help.openai.com/en/articles/826643 1 -what-is-the-difference-between-different-roles-on-my-chatgpt-enterprise-workspace el
Managing workspace settings in ChatGPT Enterprise

A . . . . . . Read
https://help.openai.com/en/articles/8411955-managing-workspace-settings-in-chatgpt-enterprise

A ChatGPT Enterprise admin quickstart Read
https://help.openai.com/en/articles/20001264-chatgpt-enterprise-admin-quickstart

B OpenAl Compliance Platform for Enterprise and Edu Customers Read
https://help.openai.com/en/articles/9261474-openai-compliance-platform-for-enterprise-and-edu-customers el
Enterprise privacy at OpenAl (updated 8 January 2026)

B,D ) . . . Read
https://openai.com/enterprise-privacy/
Reduce sensitive content in ChatGPT

C <//The onal Co en/articles/12315 5_re ~re—censitive-c S mn-ch: Read
https://help.openai.com/en/articles/12315645-reduce-sensitive-content-in-chatgpt

c Transparency and content moderation (updated 4 May 2026) Read
https://openai.com/transparency-and-content-moderation ¢
Usage policies (effective 29 October 2025)

D . S L. Read
https://openai.com/policies/usage-policies/
OpenAl Services Agreement

D . .. . Read
https://openai.com/policies/services-agreement

Anthropic (Claude for Work: Team and Enterprise plans)

Type Document Status

A Roles and permissions Read
https://support.claude.com/en/articles/9267276-roles-and-permissions e
Set up role-based permissions on Enterprise plans

A . - L . Read
https://support.claude.com/en/articles/13930458-set-up-role-based-permissions-on-enterprise-plans

A What is the Enterprise plan? Read
https://support.claude.com/en/articles/979753 1-what-is-the-enterprise-plan e

B Access audit logs Read
https://support.claude.com/en/articles/9970975-access-audit-logs
Access the Compliance API

B . - . . Read
https://support.claude.com/en/articles/13015708-access-the-compliance-api

B Configure custom data retention controls for Enterprise plans Read
https://support.claude.com/en/articles/10440198-configure-custom-data-retention-controls-for-enterprise-plans e

c Set organization instructions Read
https://support.claude.com/en/articles/14546867-set-organization-instructions

c Our Approach to User Safety Read
https://support.claude.com/en/articles/8106465-our-approach-to-user-safety e
Usage Policy (effective 15 September 2025)

D ) ST Read
https://www.anthropic.com/legal/aup
Commercial Terms of Service (effective 17 June 2025)

D . . Read
https://www.anthropic.com/legal/commercial-terms
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https://help.openai.com/en/articles/8266431-what-is-the-difference-between-different-roles-on-my-chatgpt-enterprise-workspace
https://help.openai.com/en/articles/8411955-managing-workspace-settings-in-chatgpt-enterprise
https://help.openai.com/en/articles/20001264-chatgpt-enterprise-admin-quickstart
https://help.openai.com/en/articles/9261474-openai-compliance-platform-for-enterprise-and-edu-customers
https://openai.com/enterprise-privacy/
https://help.openai.com/en/articles/12315645-reduce-sensitive-content-in-chatgpt
https://openai.com/transparency-and-content-moderation/
https://openai.com/policies/usage-policies/
https://openai.com/policies/services-agreement/
https://support.claude.com/en/articles/9267276-roles-and-permissions
https://support.claude.com/en/articles/13930458-set-up-role-based-permissions-on-enterprise-plans
https://support.claude.com/en/articles/9797531-what-is-the-enterprise-plan
https://support.claude.com/en/articles/9970975-access-audit-logs
https://support.claude.com/en/articles/13015708-access-the-compliance-api
https://support.claude.com/en/articles/10440198-configure-custom-data-retention-controls-for-enterprise-plans
https://support.claude.com/en/articles/14546867-set-organization-instructions
https://support.claude.com/en/articles/8106465-our-approach-to-user-safety
https://www.anthropic.com/legal/aup
https://www.anthropic.com/legal/commercial-terms

Amazon Web Services (Amazon Bedrock with Amazon Bedrock Guardrails)

Type Document Status

A Identity-based policy examples for Amazon Bedrock Read
https://docs.aws.amazon.com/bedrock/latest/userguide/security iam_id-based-policy-examples.html el

A Set up permissions to use Amazon Bedrock Guardrails Read
https://docs.aws.amazon.com/bedrock/latest/userguide/guardrails-permissions.html

B Detect and filter harmful content by using Amazon Bedrock Guardrails Read
https://docs.aws.amazon.com/bedrock/latest/userguide/guardrails.html

B How Amazon Bedrock Guardrails works Read
https://docs.aws.amazon.com/bedrock/latest/userguide/guardrails-how.html el

c Enforce the use of specific guardrails in model inference requests Read
https://docs.aws.amazon.com/bedrock/latest/userguide/guardrails-permissions-id.html

c Apply cross-account safeguards with Amazon Bedrock Guardrails enforcements Read
https://docs.aws.amazon.com/bedrock/latest/userguide/guardrails-enforcements.html

c Amazon Bedrock abuse detection Read
https://docs.aws.amazon.com/bedrock/latest/userguide/abuse-detection.html ¢

D AWS Acceptable Use Policy (last updated 1 July 2021) Read
https://aws.amazon.com/aup/

D AWS Responsible Al Policy (last updated 13 January 2025) Read
https://aws.amazon.com/ai/responsible-ai/policy/ ¢

D AWS Service Terms, sections 1.23 to 1.24.2 on Al services Read (relevant sections)
https://aws.amazon.com/service-terms/ ead {refevant sections

Salesforce (Einstein generative Al, Agentforce, Einstein Trust Layer)

Type Document Status

A Set Up Einstein Generative Al Read
https://help.salesforce.com/s/articleView?id=sf.generative_ai_enable.htm&language=en_US&type=5

A Grant Access and Use the Agents (Trailhead) Read
https://trailhead.salesforce.com/content/learn/projects/quick-start-create-employee-agents-in-agentforce/grant-access-and-use-the-agents e

B Einstein Trust Layer: Designed for Trust Read
https://help.salesforce.com/s/articleView?id=ai.generative _ai_trust_arch.htm&language=en_US&type=5

B Follow the Response Journey (Trailhead, Einstein Trust Layer module) Read
https://trailhead.salesforce.com/content/learn/modules/the-einstein-trust-layer/follow-the-response-journey

c Select What Data To Mask Read
https://help.salesforce.com/s/articleView?id=sf.generative_ai_mask_select.htm&language=en_US&type=5 e

c Data Masking with Models API (Agentforce Developer Guide) Read
https://developer.salesforce.com/docs/ai/agentforce/guide/models-api-data-masking.html

c Toxicity Scoring with Models API (Agentforce Developer Guide) Read
https://developer.salesforce.com/docs/ai/agentforce/guide/models-api-toxicity-scoring.html e

c Trust Layer (Agentforce Developer Guide) Read
https://developer.salesforce.com/docs/ai/agentforce/guide/trust.html ca

c Define the Agent Guardrails (Trailhead) Read
https://trailhead.salesforce.com/content/learn/modules/agentforce-agent-planning/define-the-agent-guardrails
Best Practices for Agent User Permissions

A - . - o . R ly 202
https://help.salesforce.com/s/articleView?id=ai.agent _user.htmé&language=en US&type=5 cad (8 July 2026)
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https://docs.aws.amazon.com/bedrock/latest/userguide/security_iam_id-based-policy-examples.html
https://docs.aws.amazon.com/bedrock/latest/userguide/guardrails-permissions.html
https://docs.aws.amazon.com/bedrock/latest/userguide/guardrails.html
https://docs.aws.amazon.com/bedrock/latest/userguide/guardrails-how.html
https://docs.aws.amazon.com/bedrock/latest/userguide/guardrails-permissions-id.html
https://docs.aws.amazon.com/bedrock/latest/userguide/guardrails-enforcements.html
https://docs.aws.amazon.com/bedrock/latest/userguide/abuse-detection.html
https://aws.amazon.com/aup/
https://aws.amazon.com/ai/responsible-ai/policy/
https://aws.amazon.com/service-terms/
https://help.salesforce.com/s/articleView?id=sf.generative_ai_enable.htm&language=en_US&type=5
https://trailhead.salesforce.com/content/learn/projects/quick-start-create-employee-agents-in-agentforce/grant-access-and-use-the-agents
https://help.salesforce.com/s/articleView?id=ai.generative_ai_trust_arch.htm&language=en_US&type=5
https://trailhead.salesforce.com/content/learn/modules/the-einstein-trust-layer/follow-the-response-journey
https://help.salesforce.com/s/articleView?id=sf.generative_ai_mask_select.htm&language=en_US&type=5
https://developer.salesforce.com/docs/ai/agentforce/guide/models-api-data-masking.html
https://developer.salesforce.com/docs/ai/agentforce/guide/models-api-toxicity-scoring.html
https://developer.salesforce.com/docs/ai/agentforce/guide/trust.html
https://trailhead.salesforce.com/content/learn/modules/agentforce-agent-planning/define-the-agent-guardrails
https://help.salesforce.com/s/articleView?id=ai.agent_user.htm&language=en_US&type=5

Type Document Status
Trust and Agentforce

B,C https://help.salesforce.com/s/articleView?id=ai.copilot_trust.htm&language=en_US&type=>5 Read (8 July 2026)
Audit Trail

B https://help.salesforce.com/s/articleView?id=ai.generative ai audit trail. htm&language=en US&type=5 Read (8 July 2026)
Set up Einstein Trust Layer

¢ https://help.salesforce.com/s/articleView?id=ai.generative_ai_trust_setup.htm&language=en_US&type=5 Read (8 July 2026)
Toxicity Detection

¢ https://help.salesforce.com/s/articleView?id=ai.generative_ai_trust_toxicity_detection.htm&language=en_US&type=5 Read (8 July 2026)

D Artificial Intelligence Acceptable Use Policy (last updated 11 December 2025) Read
https://www.salesforce.com/en-us/wp-content/uploads/sites/4/documents/legal/Agreements/policies/ai-acceptable-use-policy.pdf

D Acceptable Use and External-Facing Services Policy (last updated 8 July 2025) Read
https://www.salesforce.com/en-us/wp-content/uploads/sites/4/documents/legal/ Agreements/policies/ExternalFacing_Services_Policy.pdf

D Main Services Agreement (last updated 1 June 2026) Read
https://www.salesforce.com/en-us/wp-content/uploads/sites/4/documents/legal/salesforce. MSA.pdf e

Glean (enterprise search and Glean Assistant)

Type Document Status

A Administrator Roles (last updated 24 March 2026) Read
https://docs.glean.com/administration/identity/roles/admin-roles e

A User Roles (last updated 29 June 2026) Read
https://docs.glean.com/administration/identity/roles/user-roles

B About Glean Protect and Protect+ (last updated 5 May 2026) Read
https://docs.glean.com/administration/protect/overview ¢

B M: policies, sensitive findi (last updated 5 May 2026) Read
https://docs.glean.com/administration/protect/sensitive-findings/manage-policies

B Managing Result Visibility (last updated 17 June 2026) Read
https://docs.glean.com/administration/search/hiding-content

c Configuring Policies, Al security (last updated 29 April 2026) Read
https://docs.glean.com/administration/protect/ai-security/configuring-policies e

c Custom Instructions (last updated 29 April 2026) Read
https://docs.glean.com/administration/assistant/configuration/custom-instructions

c Restricting LLM Access to Content (last updated 27 February 2026) Read
https://docs.glean.com/administration/assistant/configuration/content-restrictions e

D Legal index, Glean Customer Agreements and Policies Read
https://www.glean.com/legal e
Terms of Service (web page)

b https://www.glean.com/legal/terms Read

D Terms of Service (PDF, 30 May 2025) Read
https://assets.glean.com/marketing/Legal/Glean%20Technologies,%20Inc.%20Terms%200f%20Service%20May%2030%202025%20(Online).pdf e

D Acceptable Use Policy (PDF, 30 May 2025) Read
https://assets.glean.com/marketing/Legal/Glean%20Technologies%2C%20Inc.%20Acceptable%20Use%20Policy%20May%2030%202025.pdf

D Website Terms of Use (last updated 3 September 2024; governs the website, does not govern the enterprise service) Read
https://www.glean.com/website-terms
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https://help.salesforce.com/s/articleView?id=ai.copilot_trust.htm&language=en_US&type=5
https://help.salesforce.com/s/articleView?id=ai.generative_ai_audit_trail.htm&language=en_US&type=5
https://help.salesforce.com/s/articleView?id=ai.generative_ai_trust_setup.htm&language=en_US&type=5
https://help.salesforce.com/s/articleView?id=ai.generative_ai_trust_toxicity_detection.htm&language=en_US&type=5
https://www.salesforce.com/en-us/wp-content/uploads/sites/4/documents/legal/Agreements/policies/ai-acceptable-use-policy.pdf
https://www.salesforce.com/en-us/wp-content/uploads/sites/4/documents/legal/Agreements/policies/ExternalFacing_Services_Policy.pdf
https://www.salesforce.com/en-us/wp-content/uploads/sites/4/documents/legal/salesforce_MSA.pdf
https://docs.glean.com/administration/identity/roles/admin-roles
https://docs.glean.com/administration/identity/roles/user-roles
https://docs.glean.com/administration/protect/overview
https://docs.glean.com/administration/protect/sensitive-findings/manage-policies
https://docs.glean.com/administration/search/hiding-content
https://docs.glean.com/administration/protect/ai-security/configuring-policies
https://docs.glean.com/administration/assistant/configuration/custom-instructions
https://docs.glean.com/administration/assistant/configuration/content-restrictions
https://www.glean.com/legal
https://www.glean.com/legal/terms
https://assets.glean.com/marketing/Legal/Glean%20Technologies,%20Inc.%20Terms%20of%20Service%20May%2030%202025%20(Online).pdf
https://assets.glean.com/marketing/Legal/Glean%20Technologies%2C%20Inc.%20Acceptable%20Use%20Policy%20May%2030%202025.pdf
https://www.glean.com/website-terms

