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Abstract

This paper investigates how senior leaders at large organisations access Al outside of
standard corporate tools. We reviewed public records from 2024 to April 2026 looking for
two specific behaviours: named executives running independent AI models on their
personal hardware, and companies giving executives special Al access with relaxed
corporate rules.

The search revealed a profound lack of public data. We found no verified examples of
executives using local AT hardware. Furthermore, the single clearest documented case of a
special executive setup (at Lloyds Banking Group) actually operates under stricter
governance, not lighter controls.

At the same time, wide survey evidence proves that directors and executives are heavily
using Al, often far ahead of formal corporate policy or employee provision.

This contradiction reveals a significant corporate disclosure gap. While aggregate data
shows that senior leaders are actively using Al, the public record remains almost entirely
silent on exactly how they are doing it.
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Background
Our previous research has mapped out exactly how large businesses are deploying Al:

e The Subtraction Study showed how corporate governance filters remove value
from Al outputs.

e The Reporting Study revealed what corporate reporting systems can and cannot
track regarding Al capability.

o The Classification Study proved that large organisations uniformly govern Al as a
standard IT tool.

o The Mandate Study documented how institutional pressures make Al use
completely non-optional for senior leaders.

These findings highlight a contradiction. Senior executives are mandated to use Al and
judged on adoption metrics, yet they are trapped using highly restricted corporate tools that



produce hedged answers. Furthermore, they have very few official routes to access the latest
Al capabilities once their company locks in a specific vendor.

This study asks a direct question: do senior executives at large organisations have separate,
special arrangements to access Al that bypass the strict governance rules applied to the
general workforce?

Method

We reviewed public records published between 2024 and April 2026, including corporate
statements, industry news, board research, executive surveys, and technical documents. We
searched specifically for two practices:

o Personal hardware use: Executives running AI models directly on their own
personal computers, which allows them to work entirely offline and completely
outside of corporate oversight.

e Special corporate access: Executives receiving official Al access that comes with
significantly lighter rules than the standard workforce tools. This includes private
testing environments, direct access to raw models, or relaxed monitoring.

We specifically excluded Al setups that did not change the corporate rules. Even if an Al tool
was branded specifically for executives, we did not include it if it was governed by the exact
same security and tracking measures as the wider workforce version.

Search protocol and the boundary of the claim. The evidence base is the public
record. The company universe is named senior figures at Fortune 500 and FTSE 100
organisations, meaning chief executives, board members, and comparable senior executives.
The date range is 2024 to April 2026. The source categories searched were corporate
communications and executive interviews, national and trade press, board governance
surveys and institute reporting, and vendor and technical documentation. A case counted as
found only where a named senior figure was publicly and specifically described using the
pattern under investigation. Where the paper states that no example was found, it means no
verified example appeared in the reviewed public record, and it does not assert that no such
practice exists. The complete list of search terms is retained in the study file.

Findings

We expected to find very few public examples of executives discussing their personal Al
hardware setups or special corporate access tiers. The search confirmed this expectation.

No evidence of personal hardware use

Across all reviewed records, not a single Fortune 500 or FTSE 100 executive publicly stated
that they run Al models on their own personal hardware for strategic work.

The closest example we found was Salesforce chief executive Marc Benioff, who publicly
discussed using various cloud-based Al tools like ChatGPT, Gemini, You.com, and Claude.
However, this only proves executives are experimenting with cloud services, not running
local AT models on their own offline devices.

We found absolutely no named leader at a major listed company discussing the use of
models like Llama, Qwen, DeepSeek, or Mistral on a personal machine. This complete



absence held true across every scanned sector, including financial services, technology,
professional services, consumer goods, and regulated industries.

The Lloyds Board Intelligence case

The clearest documented example of executives receiving special Al access is at Lloyds
Banking Group, which uses a specialist tool from Board Intelligence (as reported by the
Sunday Times in April 2026). Lloyds directors and executives use this assistant to review
confidential files, prepare for meetings, and gain new perspectives.

However, this setup actually contradicts our initial theory. Instead of lighter rules, the Board
Intelligence environment enforces stricter controls than the standard employee Al tools.
Nicola Putland, governance director at Lloyds, noted the bank is trialling AI to speed up
analysis and broaden perspectives. Pippa Begg, chief executive of Board Intelligence,
highlighted that generic Al tools cannot securely handle highly sensitive board data.
Consequently, the Board Intelligence platform includes precise user permissions, audit trails,
encryption, and a strict guarantee that board data is never used to train the Al or stored after
use.

In short, when a major institution designed a specific Al setup for its senior leadership, it
opted for greater control, not less. The system relies on strict confidentiality, isolated
environments, and board-specific permissions.

Looking at this through the lens of our wider research, one question remains open. While
this secure environment safely handles confidential preparation, public evidence does not
show whether the AI actually provides the sharp, challenging debate needed for strategic
decisions. It is entirely possible that this system simply takes the overly cautious, restricted
AT outputs given to the general workforce and places them inside a more secure vault. The
Lloyds data alone does not confirm this, but it remains a strong possibility based on our
broader findings.

Behavioural asymmetry: directors using Al ahead of their organisations
Named local hardware examples are absent from the record, and the aggregate evidence still
shows substantial behavioural asymmetry between senior layers and the wider workforce.

The Institute of Directors reported in March 2025 that 62.5% of directors personally use Al
tools to aid their work, while 49.4% say their primary organisation uses Al in operations. A
quarter of directors expressed concern about the absence of internal Al policy, strategy, or
data-governance frameworks. Directors are using Al ahead of their organisations, aware that
institutional governance has not caught up.

The Diligent Institute and Corporate Board Member 2025 pulse check of US public-company
directors found that 66% have used Al for board work in some capacity, 50% for meeting
preparation, and 39% for intelligence summarisation. Among directors using Al for board
work, 46% report using public-facing generative Al tools such as ChatGPT or Gemini. Only
22% of boards surveyed had adopted formal Al policies.

The Thomson Reuters Institute identified an executive-workforce asymmetry. More than
four in five C-suite leaders say Al is already in workflows, while only just over a third say
employees are equipped with Al tools. A 2025 Dayforce study reported that 87% of
executives use Al at work against 27% of employees, and 85% of executives use Al personally
against 49% of workers.

This evidence does not establish local hardware deployment. It establishes that senior
executives and directors routinely use Al capability beyond what their organisations have



formally deployed, often through public-facing tools outside institutional governance
frameworks, and frequently without supporting policy in place.

Technical feasibility

For non-technical senior executives in 2026, simple local LLM deployment is feasible on
consumer hardware. LM Studio runs on macOS, Windows, and Linux, with Apple Silicon
support, and provides a graphical installation flow. OpenAlI describes gpt-oss-20b as an
open-weight model for local or specialised use, suitable for edge devices with around 16GB of
memory. Ollama's March 2026 MLX preview supports models up to Qwen3.5-35B-A3B on
Macs with more than 32GB of unified memory.

On hardware, a recent MacBook Air supports up to 32GB of unified memory, a Mac mini
with M4 Pro up to 64GB, and a MacBook Pro with M4 Max up to 128GB. Useful local
deployment is available without enterprise infrastructure, though often at high-end
consumer hardware cost and below frontier capability.

The capability gap to frontier remains material. Stanford HAI reported in March 2026 that
the top closed model led the top open model on its open-versus-closed comparison. As
recorded in April 2026, the Artificial Analysis Intelligence Index scored GPT-5.5 at 60,
Qwen3.6 35B-A3B at 43, Gemma 4 31B at 39, gpt-oss-20b at 24, and DeepSeek-R1-0528-
Qwen3s-8B at 16. The strongest open models that fit on consumer hardware sat well below
frontier commercial models on that dated snapshot.

Even the senior executive who acquired the hardware and deployed local models would
operate with capability materially below frontier. The local route serves private strategic
work at a level under the current frontier, and it does not match API access to current
frontier models.

Sector scan
The following observations come from a scan of the public record by sector. They are
impressions from that scan, well short of a completed sector analysis.

Technology firms produce extensive vendor and platform documentation and show few
named senior executive disclosures about personal hardware deployment. The public
material comes from platform vendors, model developers, and smaller founders. Fortune
500 leaders describing their own setups are largely absent from it.

Financial services provides the strongest documentary record of enterprise Al governance,
and the pattern points toward controlled internal environments. Goldman Sachs launched
GS AI Assistant firmwide. JPMorgan describes LLM Suite as a secure platform for eligible
employees and an eventual employee-wide Al hub. Lloyds provides the only documented
exception, and the exception runs toward more governance.

Professional services and board contexts show the highest activity at senior level alongside
the most evident governance gaps. Directors use Al personally at high rates, often through
public-facing tools, and often without supporting policy. This is where the asymmetry
between senior use and institutional governance is most visible in the reviewed record.



Consumer goods, heavy industry, and retail are less represented in the public record on this
question. Public disclosure from large non-technology corporates in these sectors describing
executive Al access under materially different governance did not appear in the scan.

The lack of data is the finding

Our main finding is the silence of the data itself. The public record is almost entirely empty
regarding the two practices we investigated. First, we found zero verified examples of
executives using their own local AT hardware. If this behaviour is happening, no one is
talking about it publicly. Second, evidence of companies giving executives special Al access is
just as rare. The only documented example is the Lloyds Board Intelligence setup, and that
system actually imposes stricter controls, not lighter ones.

There are three ways to interpret this lack of information:

e Itis not happening: Executives simply are not using local hardware, and
companies are not building special Al environments with relaxed rules.

e TItis being hidden: These practices exist but are kept quiet because they would
trigger serious questions about fairness, data protection, and corporate governance.

e Itislocked in private documents: The details exist, but only in confidential
procurement files, board minutes, or private executive contracts that the public
cannot access.

However, broad survey data makes it hard to believe that this behaviour is not happening at
all. Directors are clearly using Al for board work at high rates, often relying on tools that
their organisations have not officially approved. While this is usually through public cloud
tools rather than local hardware, it still represents executive Al use outside of standard
corporate boundaries.

The most logical conclusion is that public companies have drawn a hard line on what they
will disclose. They are happy to talk about safe Al tools for the general workforce or highly
secure board setups like the Lloyds example. However, they are highly unwilling to publicly
discuss any arrangement that makes it look like executives are exempt from the standard Al
rules. Whether this silence reflects actual corporate practice or just a deliberate
communication strategy remains an open question.

Implications for the research programme
These findings tie directly into our previous work:

e The Subtraction Study showed how corporate filters limit AI outputs. This new
study reveals that senior executives have no official way to bypass those filters to
reach raw, unfiltered Al capability. In the single documented case of a special
executive tier (Lloyds), the company actually added more rules, not fewer.

o The Classification Study proved that companies treat Al strictly as standard IT
software. This study shows that this mindset applies all the way to the top. Even
when organisations build Al specifically for boardroom strategy, they still treat it as a
standard technology deployment and simply add more security controls.

o The Mandate Study showed that executives are effectively forced to use AI. We
now see they are forced to use highly restricted corporate versions, with almost no



public evidence that they can access better, unfiltered alternatives. They cannot opt
out of using Al, and they cannot opt out of the corporate limits placed upon it.

Finally, the survey data adds a messy human reality to these structural rules. Directors are
using Al long before their companies are ready, frequently relying on public cloud tools
without any official policy backing them up. In many cases, leaders are simply moving ahead
with unsanctioned tools because their organisations have not yet built the infrastructure to
support them.

Methodological notes and limitations

This study relies on public statements, board governance surveys, trade press, vendor
materials, and technical documentation. Our highest-confidence sources include reporting
from Reuters and the Sunday Times, survey data from the Institute of Directors and the
Diligent Institute, research from the Thomson Reuters Institute, and technical specifications
from OpenAl, Ollama, and LM Studio.

Three main limitations apply to this research:

o Invisible offline use: Running an AI model locally on personal hardware can be
done entirely offline, leaving no digital footprint. Public interviews and corporate
filings rarely cover this level of informal, device-specific detail, meaning this
behaviour naturally produces almost no public documentation.

o Confidentiality barriers: Any official, executive-only Al setup might be protected
by strict confidentiality agreements, advisory contracts, or legal privilege. Just
because these arrangements are missing from the public record does not necessarily
mean they do not exist in practice.

o Lack of specific survey details: While broad surveys prove that senior leaders
use Al more than the general workforce, they do not specify exactly how they are
accessing it. The surveys do not break down whether executives are using approved
corporate systems, unsanctioned public cloud tools, or local hardware, and the
granular data needed to answer this is simply not publicly available.

To fundamentally change our conclusions, we would need to see new, specific evidence. This
could include named executives openly discussing their exact Al toolsets, board or audit
committee papers detailing executive Al access, procurement records showing governance
exceptions, regulatory submissions, or internal policies that explicitly apply different AI rules
to leadership and the wider workforce.

Conclusion

Across the reviewed public record, we found no verified examples of Fortune 500 or FTSE
100 executives publicly stating they run local AI models on personal hardware for strategic
work. Furthermore, the clearest documented example of a dedicated executive tier—Lloyds
Banking Group’s use of Board Intelligence—actually reveals a move towards a more strictly
controlled environment. At the same time, survey data clearly shows directors and executives
using Al well ahead of their own corporate policies and workforce rollout.

This contradiction creates a significant disclosure gap. Broad data proves senior leaders are
using Al, and isolated cases highlight highly secure board setups, but the exact methods
executives use to access Al capabilities remain almost completely hidden from public view.



Ultimately, the public record cannot answer whether this silence reflects how executives
actually work, or merely the limits of what their companies are willing to admit.
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